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Test Case for speedup analysis: 
Lid-Driven Cavity

� Cubic container filled with a fluid

� Container lid moves at constant 
velocity Ulid,

� Boundary conditions
� No-slip conditions on the YZ planes 

and the bottom XY plane
� Free-slip condition on XZ planes
� Constant velocity in the x-direction
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Lid-Driven Cavity

� Simulation parameters
� Re = 1000 (laminar flow)
� Computational mesh

• 32  x  32  x  32
• 64  x  64  x  64
• 128 x 128 x 128
• 256 x 256 x 256

� 2D flow physics
� 3D computations for speedup assessment
� Comparison with benchmark results

� Ghia et al. (1981) 

Velocity magnitude on the XZ plane



Simulation with geometry:
Flow around Square Rods

http://www.youtube.com/watch?v=11xztMJ-J6w

Re = 100 (laminar flow)
Computational mesh: 256x128x32



Numerical Method

� Incompressible flow

� Cartesian mesh

� Projection method for pressure-velocity coupling

� Staggered grid

� Discretization: 1st order in time, 2nd order central 
differencing in space

� Poisson Solver: Jacobi Method

� Posix multithreading for multi-GPU computing

� CFD code exploits the device shared memory intensively 
for fast performance



CPU: Intel E8400, 3.0 GHz 
1333 MHz FSB, 6MB L2 cache 

GPU: Dual-Tesla c870, 256 cores 
Total device memory (GPU): 3.0 GB
Total host memory: 4.0 GB

CPU

Tesla boards

Hardware: Desktop Supercomputer



Validation of the CFD GPU code

Comparison with Ghia et al. (1981) benchmark



Latest Speedup Results (GPU/CPU)
Max: 100x on quad-GPU NVIDIA s870 server

CPU specifications

Intel Core 2 Duo (E8400):

6MB Cache, 3.0 GHz

AMD Opteron (8216):

1MB Cache, 2.4 GHz

8x2 cores



GFLOPS performance of our in-house 
CFD code (CPU) on different platforms

� NAS Parallel Benchmarks (NPB) were run on two different CPU platforms to put 
the GFLOPS performance of our in-house developed serial code into perspective
� LU, BT, MG and SP are CFD codes from the NPB benchmark.

Ratio
Benchmark Size Intel Core 2 Duo AMD Opteron Intel / AMD

LU.S 12 x 12 x 12 2.517 1.550 1.624
LU.W 33 x 33 x 33 2.537 1.024 2.478
LU.A 64 x 64 x 64 2.130 0.680 3.132
LU.B 102 x 102 x 102 1.200 0.676 1.775
MG.S 32 x 32 x 32 2.349 1.262 1.861
MG.W 128 x 128 x 128 1.644 0.873 1.883
MG.A 256 x 256 x 256 1.674 0.732 2.287
MG.B 256 x 256 x 256 1.783 0.786 2.268
SP.S 12 x 12 x 12 3.001 1.546 1.941
SP.W 36 x 36 x 36 2.357 0.764 3.085
SP.A 64 x 64 x 64 1.456 0.701 2.077
SP.B 102 x 102 x 102 1.383 0.492 2.811

In-house 32x32x32 1.5768 1.025 1.538
CFD code 1024x32x1024 1.4207 0.54 2.636

GFLOPS
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Performance analysis of the serial in-house CFD 
code on the CPU

Performance is slower for 
problems that does not fit to 
the CPU L2 cache: 

• 6 MB for the Intel Core 2 
Duo CPU

• 1 MB for the AMD Opteron
CPU

Domain Memory Usage
32x32x32 1.1 MB
64x32x64 4.5 MB

128x32x128 18 MB
256x32x256 72 MB
512x32x512 291 MB

1024x32x1024 1160 MB

Also observed in 
NPB benchmarks
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Dual-GPU scaling on the desktop supercomputer
with increasing problem size

Dual-GPU performance gets closer to the maximum 
theoretical speedup of 2 for large computational problems

Tesla C870
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Dual GPU

Quad GPU

Multi-GPU scaling on the S870 quad-GPU server 
connected to a quad-CPU platform

“Quad-GPU/Quad-CPU” configuration performs 3 times faster than 
single-GPU for large problems

S870 Quad Tesla Server
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Speedup and scaling with increasing problem size
GPU vs CPU (Intel Core 2 Duo 3.0 GHz)

13x on single-GPU platform
21x on dual-GPU platform
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Speedup and scaling with increasing problem size
GPU vs CPU (AMD Opteron 2.4 GHz)

33x on single-GPU platform 
53x on dual-GPU platform
100x on quad-GPU platform



Execution time for Multi-GPU platforms (Quad CPU/S8 70 server)

66.65 63.517 62.175 61.08
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Amount of GPU-GPU data communication decreases

Computational problem size kept constant (NX*NY*NZ=constant)

Size of data exchange across GPUs      NY*NX

Impact of GPU-GPU data communication 
on execution time on the quad-CPU platform



Conclusions

� Two incompressible Navier-Stokes solvers were 
developed
� Serial CPU version
� Multi-GPU version with Cartesian geometry capability

� Successfully validated against well-known benchmark 
solutions

� Serial CPU code have been optimized and compared to 
NPB benchmarks

� Tested for computational speed on two different platforms
� Max 100x speedup on the quad-GPU s870 server
� Impressive results are expected with the latest C1060 Tesla boards

� GPU code uses the device shared memory extensively for 
additional speed-up



Further Information

� Julien C. Thibault  and Inanc Senocak, (2009) “CUDA 
Implementation of a Navier-Stokes Solver on Multi-GPU 
Desktop Platforms for Incompressible Flows” 47th AIAA 
Aerospace Sciences Meeting, Orlando FL, paper no: 
AIAA-2009-758. 

� Download link: http://scholarworks.boisestate.edu/mecheng_facpubs/4/

� julienthibault@u.boisestate.edu
� senocak@boisestate.edu


